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124 (Point-to-point)

mHEEEEE (Bus)

Wh3E (Star)

1 (Ring)
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_FIE : Maksimderivative work: Malyszkz (talk) - NetworkTopologies https://commons.wikimedia.org/w/index.php?curid=15006915

TI&l : cyberang3l/ CCO https://commons.wikimedia.org/wiki/File:Dragonfly-topology.svg



https://commons.wikimedia.org/w/index.php?curid=15006915
https://commons.wikimedia.org/wiki/File:Dragonfly-topology.svg
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O R HAEE (Ethernet)

e RIS HKREZFEANEEAREAL -
MR ESE M=
o Ethernet : 10BASE
o Fast Ethernet : 100BASE
e Gigabit Ethernet : 1000BASE
e 10Gb Ethernet : 10GBASE
e 40Gb Ethernet : 40GBASE
e 100Gb Ethernet : 100GBASE
e 200GDb Ethernet : 200GBASE

o #£{5/0] Terabit Ethernet (TbE) B%#
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Ethernetfy OSIF=
FEFE (Application)
Z<IRE (Presentation)
EE5E (Session)
o

HEEE (Network)

&l ## 458 (Data Link)
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E52/E (Physical)

/

HTTP, FTP, SMTP, POP3, NFS,
SSH

TCP, UDP

P, ICMP

Ethernet MAC

Ethernet Pysical
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o K+ :1/10/25/40/100/200 /400 Gb
o AEEAR
e Cat 5e, Cat 6, Cat 6a, Cat 7, Cat 8
e SFP, SFP+, QSFP, QSFP+, XFP
e CX4
o AFSEe 1
e (router)
e switch
e (bridge)
e (hub)
e (repeater)

PR EEYNERR ¢ https://notfalse.net/66/repeater-hub-bridge-switch



https://notfalse.net/66/repeater-hub-bridge-switch
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InfiniBand

InfiniBand&— @@ EHZE B EAEBEEMMSEESHNAKBERTE -
[RES B =InCEiE B 7 (Remote Direct Memory Access, RDMA)

e 56Gb IB : FDR

e 100Gb IB : EDR

e 200Gb IB : HDR

e 400GDb IB : NDR

e 800Gb IB : XDR

e 1600Gb IB : GDR

e 3200Gb IB : LDR
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InfiniBand Bandwidth

e |B bandwidth = IB width x Single lane speed
o IB width: 1,4,8,12X
SDR 2.5

e Single lane speed 2002

DDR 2005 5

QDR 2008 10
FDR 2011 14
EDR 2013 25
HDR 2017 50
NDR 2023 100
XDR 2024 200
GDR 2027 400

LDR 2030 800
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Subnet Managment

SM (Subnet Manager) FHREZEIIKEIE Infiniband 49
o O] opensm XA EIR S FHAERINBEN R MR
e InfiniBand 45 E
B?f?ataﬂﬂﬁﬁ

o 1 1@ SM T L [EI 848,000 1@ IB I 2h
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InfiniBand Roadmap

Link Bandwidth per direction, Gb/s

InfiniBand Roadmap

EDR HDR NDR XDR GDR LDR

100G* 200G 400G 800G 1600G 3200G
' (4X) (4X) (4X)

2014 2018 2022 2026 2030 2034

—o—1X —o—2X —o—4X 8X —e—12X

*Link speeds specified in Gb/s at 4X (4 lanes)

ERIAE © https://www.infinibandta.org/infiniband-roadmap/



https://www.infinibandta.org/infiniband-roadmap/
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FEFE (Application)

FIRE (Presentation) |I\\|,|I|?>|S

ZRXE (Session)

E#&E (Transport)

OFA
HEE (Network)

&Rl #45/E (Data Link)

B AL B InfiniBand
Ei2E (Physical)
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InfiniBand &1/, KA IS LLER

HTTP, FTP, MPI,
) MPI, PGAS, File Systems
File Systems
Sockets Interface i OpenfFabrics Verbs

TCP, UDP Hansport Layes 1 { Transport Layer | .- jiable), UD (unreliable)
Routin
—g Network Layer Network Layer Routing

Flow-control and Flow-control Error Detection
Error Detection

Copper, Optical or Wireless Physical Layer Physical Layer Copper or Optical

Traditional Ethernet InfiniBand
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RDMA vs TCP - HPL 2.2
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RDMA vs TCP - HPCG 3.0
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InfiniBand

e S&NME (Highert
ZIRETE

o {EEEZE (Lower latency) : HDR 4= EFE 21K AL 600ns -
YNE#E(overhead) f&E
o iB{EIERE M (Enhanced scalability) :
FRBERRERINGRE -
e IE CPU FEHXE (Higher CPU efficiency) : ERRZM_
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InfiniBand A 1E 52

o A+~ : HCA (Host Channel Adapter) card ConnectX-6 VPI, ConnectX-
5 VPI

A 4R X 3ETR - DAC (Direct Attach Copper) Cables, AOCs (Active
Optical Cables), Optical Transceivers
AL

IEEe M - Switch, Gateway, Router
e Mellanox(Nvidia Networking)
e [ntel Omni-path



https://www.nvidia.com/en-us/networking/
https://www.intel.com.tw/content/www/tw/zh/products/network-io/high-performance-fabrics.html
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InfiniBand #4558 E

o 12t OpenSM A7 ( SM Server only - EEDT—H1ET)

# systemctl start opensm
# systemctl enable opensm

e OFED (OpenFabrics Enterprise Distribution) & {E:E & &1 24

m

m

i

# systemctl start rdma

# systemctl enable rdma OFED Tt Mellanox / 255 E 48 T dk Zr8E sl 2
T 047 21 —— 242455 yum groupinstall "Infiniband Support”
o RS TE )
# vi /etc/sysconfig/network-scripts/ifcfg-ib0 # vi letc/sysconfig/network-scripts/ifcfg-enp0s3
ONBOOT=yes ONBOOT=yes
IPADDR="192.168.2.100" IPADDR="192.168.2.100*

NETMASK="255.255.255.0" NETMASK="255.255.255.0"


https://www.mellanox.com/products/infiniband-drivers/linux/mlnx_ofed
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InfiniBand |R & OFED 5

e Linux InfiniBand Drivers &
o ZEREFMBEEAGBNRANEBMEE

# tar zxvf MLNX_OFED_LINUX-23.07-0.5.0.0-rhel8.8-x86_64.tgz

# cd MLNX_OFED_LINUX-5.7-1.0.2.0-rhel7.9-x86_64

# ./minxofedinstall -v --enable-affinity --enable-minx_tune --all --force
# systemctl start openibd

# systemctl enable openibd

o ZIRIFEFF X ifcfg-ib0

# vi /etc/sysconfig/network-scripts/ifcfg-ib0



https://network.nvidia.com/products/infiniband-drivers/linux/mlnx_ofed/
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e RDMA S EFHAEHEIEEEEIR - PTLUEZEIE memlock 5&7E A A
PRI - 2R (stack) XN/ EZER E A AEH - =5 RDMA JZE -

# vi letc/security/limits.conf

hard memlock unlimited
soft memlock unlimited
hard stack unlimited

soft stack unlimited
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# ibstat

CA 'mix4_O’

CA type: MT4099
Number of ports: 2
Firmware version: 2.35.5100
Hardware version: O
Node GUID: 0x50014850002aa240
System image GUID: 0x50014850002aa243
Port 1:
State: Active
Physical state:
Rate:
Base lid: 44
LMC: 0
SMlid: 9
Capability mask: 0x02594868
Port GUID: 0x50014850002aa241
Link layer:
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D Ay) 30— B2 o — o
ERIET 25 < 1&IB
o BIETAREZEH A Idd ISR EEERE] 1B B9 shared library

# ldd YOUR_BINARY
linux-vdso.so.1 => (0x00007ffee718a000)
libpthread.so.0 => /lib64/libpthread.so0.0 (0x00002b0167519000)
libm.s0.6 => /lib64/libm.s0.6 (0x00002b0167735000)
libdl.s0.2 => /lib64/libdl.s0.2 (0x00002b0167a37000)
libmpi_usempif08.s0.0 => /opt/openmpi-1.8.8-intel17/lib/libmpi_usempif08.s0.0 (0x00002b0167c3b000)
libmpi_usempi_ignore_tkr.so0.0 => /opt/openmpi-1.8.8-intel17/lib/libmpi_usempi_ignore_tkr.s0.0 (0x00002b0167e7b000)
libmpi_mpifh.so.2 => /opt/openmpi-1.8.8-intel17/lib/libmpi_mpifh.so0.2 (0x00002b0168085000)
libmpi.so.1 => /opt/openmpi-1.8.8-intel17/lib/libmpi.so.1 (0x00002b01682ee000)
libc.s0.6 => /lib64/libc.s0.6 (0x00002b016889c000)
libgcc _s.so0.1 =>/lib64/libgcc_s.so0.1 (0x00002b0168c5d000)
/lib64/Id-linux-x86-64.s0.2 (0x00002b01672f7000)

libopen-rte.so.7 => /opt/openmpi-1.8.8-intel17/lib/libopen-rte.so.7 (0x00002b016929d000)
libtorque.so.2 => /usr/local/lib/libtorque.so.2 (0x00002b01695¢2000)
...(omit)
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o MEFEAE
o MR IEREEAIEME
e ARIEREALESR
e HIESHERIRIRE
* ping
e traceroute
e nslookup
e arping
e route
Ibstat, iblinkinfo, ibnetdiscover, ibswitches, ibhosts, ibstatus
smpguery




